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Shaheen II Overview 
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Processor type:  Intel 
Haswell 

2 CPU sockets per node, 16 processors 
cores per CPU, 2.3GHz 

6174 Nodes 197,568 cores 

128 GB of memory per 
node 

Over 790 TB total memory 

Power Up to 2.8MW Water Cooled 

Weight/Size 
More than 100 metrics 
tons 

36  XC40 Compute cabinets, plus disk, 
blowers, management , etc.. 

Speed 
7.2 Pflop/s speak 
theoretical 
performance  

5.5 Pflop/s sustained LINPACK 

Network 
Cray Aries interconnect 
with Dragonfly topology 

57% of the maximum global bandwidth 
between the 18 groups of two cabinets. 
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 Storage 
Sonexion 2000 Lustre 
appliance 

17.6 petabytes of usable storage. Over 
500 GB/s bandwidth 

Burst Buffer 
DataWarp Solid Sate Devices (SDD) fast data 

cache. Over 1 TB/s bandwidth, ( delivery 
September 2015) 

Archiving 

Tiered Adaptive 
Storage (TAS) 

Hierarchical storage with 200 TB disk 
cache and 20 PB of tape storage, using 
a spectra logic tape library. ( can expand 
up to 100 PB) 

A
N

A
LY

Z
E

 

Analyzing Urika - GD 

2TB of global shared-memory, 64 
Threadstorm4 processors with 128 
hardware threads per processor Over 75 
TB of Lustre PFS 



Intel Haswell CPU 



AVX 2 and FMA in Haswell 



Intel Haswell CPU 



XC40 Compute Blades 



High Speed Network (HSN) 



High Speed Network (HSN) 



High Speed Network (HSN) 



XC40 Routing 



High Speed Network (HSN) 



Networking 



Shaheen II Sonexion 
�  Cray	 Sonexion	 2000	 Storage	 System	

consis3ng	 of	 12	 cabinets	 containing	
a	total	of	5988	4TB	SAS	disk	drives.	

�  The	 cabinets	 are	 interconnected	 by	
FDR	Infiniband	Fabric	.	

�  Each cabinet can contain up to 6 
Scalable Storage Units (SSU); Shaheen 
II has a total of 72 SSUs.  

�  As there are 2 OSS/OSTs for each SSU, 
this means that there are 144 OSTs in 
total 	



Lustre 

�  Lustre file system is made up of an underlying:  
�  set of I/O servers called Object Storage Servers (OSSs)  
�  disks called Object Storage Targets (OSTs).  

�  The file metadata is controlled by a Metadata Server (MDS) and 
stored on a Metadata Target (MDT).  



Lustre  
�  Once a file is created, write operations 

take place directly between compute 
node processes (P0, P1, ...) and Lustre 
object storage targets (OSTs), going 
through the OSSs and bypassing the 
MDS.  

�  For read operations, file data flows 
from the OSTs to memory. Each OST 
and MDT maps to a distinct subset of 
the RAID devices. 



Lustre filestripping 
�  Files on the Lustre filesystems can be striped 

�   transparently divided into chunks that are written or read 
simultaneously across a set of OSTs within the filesystem. 

�   The chunks are distributed among the OSTs using a method that 
ensures load balancing. 

�  Benefits include: 
�  Striping allows one or more clients to read/write different parts of the 

same file at the same time, providing higher I/O bandwidth to the file 
because the bandwidth is aggregated over the multiple OSTs. 

�  Striping allows file sizes larger than the size of a single OST. In fact, files 
larger than 100 GB must be striped in order to avoid taking up too much 
space on any single OST, which might adversely affect the filesystem. 

 



File Striping:  Physical and Logical 
Views 

Four application processes write a variable 
amount of data sequentially within a shared 
file. This shared file is striped over 4 OSTs 
with 1 MB stripe sizes.  

This write operation is not stripe aligned 
therefore some processes write their data to 
stripes used by other processes. Some stripes 
are accessed by more than one process  
 
 
à May cause contention !  

OSTs are accessed by variable numbers of processes (3 OST0, 1 OST1, 2 OST2 and 2 
OST3).  



Questions ? 


